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Parameter estimation and uncertainty analysis for a watershed model
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Abstract

Where numerical models are employed as an aid to environmental management, the uncertainty associated with predictions made by such
models must be assessed. A number of different methods are available to make such an assessment. This paper explores the use of three such
methods, and compares their performance when used in conjunction with a lumped parameter model for surface water flow (HSPF) in a large
watershed.

Linear (or first-order) uncertainty analysis has the advantage that it can be implemented with virtually no computational burden. While the
results of such an analysis can be extremely useful for assessing parameter uncertainty in a relative sense, and ascertaining the degree of cor-
relation between model parameters, its use in analyzing predictive uncertainty is often limited. Markov Chain Monte Carlo (MCMC) methods
are far more robust, and can produce reliable estimates of parameter and predictive uncertainty. As well as this, they can provide the modeler
with valuable qualitative information on the shape of parameter and predictive probability distributions; these shapes can be quite complex,
especially where local objective function optima lie within those parts of parameter space that are considered probable after calibration has
been undertaken. Nonlinear calibration-constrained optimization can also provide good estimates of parameter and predictive uncertainty,
even in situations where the objective function surface is complex. Furthermore, they can achieve these estimates using far fewer model
runs than MCMC methods. However, they do not provide the same amount of qualitative information on the probability structure of parameter
space as do MCMC methods, a situation that can be partially rectified by combining their use with an efficient gradient-based search method that
is specifically designed to locate different local optima.

All methods of parameter and predictive uncertainty analysis discussed herein are implemented using freely-available software. Hence sim-
ilar studies, or extensions of the present study, can be easily undertaken in other modeling contexts by other modelers.
� 2006 Elsevier Ltd. All rights reserved.
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1. Introduction

Computer models are often used to predict the behavior of
environmental systems. These models vary in complexity from
simplified representations of dominant environmental pro-
cesses using a small number of analytical equations, to de-
tailed mathematical descriptions of many interacting
processes, whereby computation of system state can only be
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attained through complex numerical manipulation. Where
a model is used to represent processes that are operative at
a specific location, that model is generally calibrated against
historical observations made at that location. Thus the model
becomes a device for environmental data analysis in which
physical/chemical properties, or other significant descriptors
of environmental processes operative at a particular study
area, are inferred. Model parameters thus estimated are then
used in predicting future system behavior, often under the in-
fluence of changed management practices.

A major problem in using computer models for environ-
mental management is that parameter estimates obtained
through the calibration process are fraught with uncertainty.
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Much has been written on this subject over a long time period
of time; see for example Beck (1987), Beven (1993), Jakeman
and Hornberger (1993), Hill (1998), Pappenberger and Beven
(2006), to name just a few. Where model parameters are uncer-
tain, so too are model predictions, the degree of uncertainty
pertaining to a particular prediction depending to a large ex-
tent on the uncertainty of the parameters to which it is most
sensitive. For natural resource management applications, un-
certainty analysis should be one of the fundamental steps in
the development and evaluation of a model, and ought to be
considered at a level commensurate with the purposes of the
model (Jakeman et al., 2006). So modelers owe it to their cli-
ents, and to the public at large, to make some attempt to quan-
tify the uncertainty associated with predictions made by their
models if the modeling process is to be undertaken with integ-
rity. However, quantification of parameter and predictive un-
certainty is not an easy matter. While a number of
methodologies are available, some of which will be discussed
in this paper, none of them are entirely satisfactory. Some of
them are also extremely computationally intensive, requiring
many model runs for their implementation, thus making their
deployment with many commonly used models difficult, if not
impossible.

The purpose of this paper is to compare three methods of
parameter and predictive uncertainty analysis, and their imple-
mentation in easily available software packages, through ap-
plying them in a context that is typical of that encountered
in everyday watershed modeling. We focus on the calibration
of a lumped parameter surface water model. The model has
few enough parameters for their estimation to form a well-
posed inverse problem, which we solve using both the
GausseMarquardteLevenberg method (see for example
Draper and Smith, 1998) and the SCE method (Duan et al.,
1992). We then examine three methods by which the uncer-
tainty in these estimated parameters, and the uncertainty in
predictions made by the model as it depends on the uncertainty
of these parameters, can be quantified, viz. linear analysis,
nonlinear constrained maximization/minimization (both fre-
quentist approaches) and Markov Chain Monte Carlo
(MCMC), a Bayesian approach. We compare the performance
of these methods by applying them to a synthetic model with
known parameter values, based on a real-world model. We
then extend the comparison to the real-world model itself,
and in doing so, encounter problems that are not present
when dealing with synthetic data with a known noise structure.
Some of the strengths and weaknesses of these three tech-
niques are identified and discussed.

Because we deploy an off-the-shelf model that is com-
monly used by the surface water modeling community, in con-
junction with readily available calibration and predictive
analysis software packages, it is hoped that the results of
this work are immediately useable by that community. Fur-
thermore, because we have used a relatively small data set
in conjunction with a simplified representation of a watershed,
the run time of this model is short; thus a comparison can be
made between calibration and predictive analysis methodolo-
gies that are both parsimonious and computer-intensive in
terms of their run requirements. Assessment of the run-parsi-
monious methodologies in these circumstances is a useful pre-
requisite to their deployment in modeling contexts where run
times are high, and thus where the more run-intensive method-
ologies cannot be used.

It must be stated at the outset that the types of analyses pro-
vided herein do not provide a complete characterization of
model predictive uncertainty, for the sources of such uncer-
tainty are many and varied. They include such disparate effects
as lack of knowledge of rainfall distribution over a watershed,
inadequacy of the model as a simulator of complex environ-
mental processes, and simplifications of parameterization
schema required for unique solution of the inverse problem
of model calibration. The last of these contributors is dis-
cussed extensively by Moore and Doherty (2005), (2006),
and is not dealt with in the present discussion. Nevertheless
while the methodologies described herein provide an incom-
plete description of model predictive uncertainty, they do al-
low characterization of an important contributor to that
uncertainty.

We begin with a brief overview of the methodologies em-
ployed in our study for parameter and predictive uncertainty
analysis. We then describe the lumped parameter surface water
model and the calibration data set to which these methodolo-
gies were applied. Following that we present the results of our
analyses, and compare the performance of the different
methods, presenting the strengths and weaknesses of each e
first using a synthetic data set based on our real-world data
set, and then using the real-world data set itself. Finally, we
discuss some problems that beset all of these methods, and
identify areas where further research is required.

2. Methodologies used for calibration and predictive
uncertainty analysis

2.1. General

Two broad approaches exist for the estimation of parameters, and for quan-

tification of the uncertainty of these estimates together with functions of these

estimates (e.g. model predictions). These are the frequentist and Bayesian ap-

proaches. Our description of the methodologies employed in the present study

takes place under these headings.

Profound philosophical (though sometimes in practice somewhat subtle)

differences exist between these two approaches. The Bayesian approach as-

sumes that prior to model calibration knowledge of model parameters is not

entirely lacking, for a modeler must have some idea of what constitutes rea-

sonable values for them. Hence, notionally at least, a ‘‘prior distribution’’ of

parameter values exists. By comparing model outputs based on different pa-

rameters selected from this distribution with their measured counterparts,

this prior parameter probability distribution can be refined to produce a poste-

rior parameter distribution. Hopefully the margins of uncertainty associated

with the Bayesian approach are smaller than those associated with the fre-

quentist approach.

Whereas the Bayesian analyst regards model parameters (or at least knowl-

edge of them) as random and thus possessing probability distributions (which

are refined through the calibration process), the frequentist sees unknown pa-

rameters as fixed, and attempts to estimate these through the calibration data

set. The outcome of such an analysis is the most likely estimate of these pa-

rameters together with intervals associated with these estimates pertaining to

different levels of confidence. It is acknowledged that, because of noise in

the data set, estimates of ‘‘true parameter values’’, and of predictions which
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depend on them, will be wrong, and that different parameter estimates would

have been obtained had different realizations of measurement noise been asso-

ciated with the field data from which they were inferred. The confidence level

associated with an interval which extends to either side of an estimated param-

eter or prediction quantifies the level of confidence that the true value of the

parameter or prediction lies within that interval. This differs from the Bayesian

concept which, as stated above, seeks parameter and/or predictive probability

distribution refinement through the calibration process rather than estimation

of the level of potential wrongness associated with estimates of values for

these quantities. Nevertheless, where a model is linear and where prior param-

eter distributions and measurement noise are both Gaussian, the outcomes of

Bayesian and frequentist analyses are identical.

2.2. Frequentist approach

2.2.1. Model calibration

Here we describe the GausseMarquardteLevenberg method of parameter

estimation. However, reference is also made to the SCE method.

Let the action of a model be specified by the function f and let model pa-

rameters that are adjustable through the calibration process comprise the vec-

tor p. Let the action of the model be specified by the equation:

y¼ f ðp; xÞ ð1Þ

where x represents structural aspects of the model such as fixed parameters

(parameters which are not adjusted through the calibration process), variables

implicit in the design of the model (for example the number of lumped ele-

ments to employ in the simplified representation of catchment processes em-

bodied in a lumped parameter watershed model), as well as ‘‘system drivers’’

such as rainfall. As these quantities are not inferred through the calibration

process, x will be omitted for the sake of clarity from the following equations.

Let y be a vector of model outputs for which there are corresponding field

measurements. In the present case, as will be discussed below, these are daily

river flows (or functions of them), for which the measured equivalents will be

denoted by q (also a vector). q and y are related through the equation:

q¼ yþ 3 ð2aÞ

that is:

q¼ f ðpÞ þ 3 ð2bÞ

where the components of 3 are ‘‘error terms’’ that account for measurement

noise (a subject that will be discussed in more detail later in this paper). In

general, the components of 3 are heteroscedastic and show correlation. Let

their covariance matrix C(3) be denoted as:

Cð3Þ ¼ s2
r S ð3Þ

where sr
2 is a ‘‘reference variance’’ to be estimated through calibration, and S

is a user-supplied matrix defining the stochastic structure of 3.

Through the model calibration processes, a modeler attempts to find a set

of parameters p that minimize the misfit between model outputs and field

measurements. There are many ways to define misfit, but for the present pur-

poses it is defined using the generalized least squares criterion:

F¼ ðq� yÞtS�1ðq� yÞ ð4Þ

where F is referred to as the ‘‘objective function’’. Use of Eq. (4) for definition

of misfit allows the objective function to become a measure of model output

likelihood where measurement noise is Gaussian, as the term on the right

hand side figures in the exponent of the equation for the multi-Gaussian prob-

ability distribution.

sr
2 of Eq. (4) can be estimated from the minimized F using the formula:

s2
r ¼ F=ðn�mÞ ð5Þ

where n is the number of measurements used in the calibration process and m

is the number of parameters estimated through this process (assumed to be less

than n).
A number of packages are available for minimization of F; these include

NLFIT developed by the University of Newcastle (Kuczera, 1999), SCE-UA

developed by the University of Arizona and described in Duan et al. (1992),

UCODE (Poeter et al., 2005) and PEST (Doherty, 2005). Comparative studies

of different parameter estimation methodologies have been undertaken by

a number of authors; see, for example, Thyer et al. (1999) and Madsen

et al. (2002). PEST was used in the present study because of its numerical ro-

bustness, and because its predictive uncertainty analysis capabilities were cen-

tral to the purpose of the current investigation.

Software that attempts to minimize model-to-measurement misfit for the

purpose of surface water model calibration, whether the fitting criterion is de-

fined using Eq. (4) or using some other formulation, must accommodate the fact

that the objective function surface in parameter space can be pitted with local

minima, and contain regions of attraction of varying sizes. A good description

of this phenomenon is provided by Duan et al. (1992); see also Kavetski et al.

(2006) who attribute many instances of local optima to the use of (often avoid-

able) thresholds in model simulation algorithms. The SCE method was specif-

ically developed for robustness in finding the global objective function

minimum in spite of these difficulties; however, the cost in terms of model

runs required in achieving this robustness can be high. Gradient-based methods

such as PEST, which employs a variant of the GausseMarquardteLevenberg

(GML) method, generally require far fewer model runs to solve a minimization

problem; however, they are more susceptible to the deleterious effects of local

optima, and can thus very easily find a local, rather than the global, minimum in

the objective function. Fortunately this problem can be overcome using a meth-

odology described by Skahill and Doherty (in press) in which GML calibration

runs are started from different points in parameter space which are selected in

a manner that minimizes the chance of finding the same local minimum twice.

This methodology is implemented through a ‘‘PEST Driver’’ (known as

PD_MS2 for ‘‘PEST Driver Multiple Starting Points’’); see Doherty (2003a)

for further details. For the calibration exercise described herein, PEST (via

PD_MS2) was able to find the global objective function minimum in never

more than five attempts, with each attempt involving between 80 and 300 actual

model evaluations. By way of comparison, the SCE method, when applied to

our particular problem, required about 2100 model evaluations. (The authors

are aware of the fact that the expertise of a user in setting variables which con-

trol the operation of any piece of software may have a large bearing on its ef-

ficiency; we did our best to maximize SCE efficiency but recognize that it is not

impossible that others could have done better.).

If the assumed stochastic error structure described by Eq. (3) is correct, if

the expected values or measurement errors are zero, and if the model is linear,

then it can be shown that parameter estimates obtained through minimization

of the objective function defined by Eq. (4) are without bias, as is the reference

variance estimated through Eq. (5). Model nonlinearity, on the other hand, in-

troduces bias to these estimates; see for example Seber and Wild (1989) and

Cooley (2004). If there are no prior parameter estimates available (or if devi-

ations from these prior estimates are included in the objective function with

appropriate weighting), and if measurement errors and prior parameter esti-

mates have normal distributions, parameters estimated through minimization

of F can be shown to constitute the set of parameters that has the highest like-

lihood of being the ‘‘true parameter set’’, given the data available for calibra-

tion (Koch, 1987).

2.2.2. Error structure

Quantification of the uncertainty associated with measurements requires

that the stochastic structure of the noise associated with those measurements

be known. Unfortunately the elements of 3 are often heteroscedastic and

show serial correlation. The analysis becomes much easier if heteroscedascity

and serial correlation are removed so that S becomes diagonal with uniform

non-zero elements.

Most attempts to introduce homoscedascity to the streamflow error term

have involved selection of appropriate transformation parameters l1 and l2

for use in the flow transformation equations (Box and Cox, 1964):

Qi ¼
ðqi þ l2Þl1�1

l1

l1s0 ð6aÞ

Qi ¼ lnðqi þ l2Þ l1 ¼ 0 ð6bÞ
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where the subscript i represents the term of the flow time series corresponding

to time ti (i.e. the ith term in the flow (q), or transformed flow (Q), time series).

Where there are n observations, i ranges from 1 to n.

The problem of serial correlation has been addressed by fitting an autore-

gressive moving average (ARMA) time series to transformed model-to-mea-

surement residuals. The ARMA(v,w) model is defined by Box and Jenkins

(1976) as:

hi ¼ f1hi�1 þ/þfvhi�v þ at þ qiai�1 þ/þ qwai�w ð7Þ

where ai is a random disturbance, f1,.,fv are autoregressive parameters, and

q1,.,qw are moving average parameters. See, for example, Kuczera (1983) for

use of this device in the context of watershed model calibration.

2.2.3. Linear parameter and predictive confidence intervals

Suppose that a model is linear with respect to its parameters. If this is the

case then the relationship between its parameters and outputs can be repre-

sented by a matrix equation of the type:

y¼ Xðp� p0Þ þ y0 ð8Þ

so that Eqs. (2a) and (2b) become:

q¼ Xðp� p0Þ þ y0 þ 3 ð9Þ

where p0 and y0 are ‘‘base values’’ for parameters and model outputs and p

and y now become perturbations from these values.

It is easily shown (see for example Koch, 1987) that under these circum-

stances the parameter set p that minimizes the objective function of Eq. (4) is

given by:

p ¼ p0 þ ðXtWXÞ�1
XtWðq� y0Þ ð10Þ

where W is S�1. If transformations of the type discussed in the previous sec-

tion are undertaken in order to diagonalize W and make all of its diagonal el-

ements equal, q and y0 of Eq. (10) are replaced by vectors composed of

appropriately transformed measured and modeled flows. For a nonlinear model

the X matrix is replaced by the Jacobian matrix J; each column of this matrix

is composed of the derivative of every element of y (or its transformed equiv-

alent) with respect to a single adjustable parameter. Solution for the optimal

parameter set is then an iterative procedure in which each iteration results

in calculation of an improved parameter set p from the set p0 that is either sup-

plied initially, or calculated during the previous iteration.

For a linear model, the covariance matrix of parameters estimated through

Eq. (10) is given by:

Cðp Þ ¼ s2
r ðXtWXÞ�1 ð11Þ

where sr
2 is calculated from the minimized objective function using Eq. (5).

The diagonal elements of Cðp Þ, denoted herein as si
2, describe the variances

of individual estimated parameters. For each estimated parameter, the interval

within which the true parameter lies (assuming that the model is a correct rep-

resentation of reality) at a level of confidence given by 1�a can be calculated

using the relationship (Draper and Smith, 1998):

Prob
�

p i � ta=2ðn�mÞsi � pi � p i þ ta=2ðn�mÞsi

�
¼ 1� a ð12Þ

where pi is the (unknown) true value of the ith parameter and ta/2(n�m) is the

upper a/2 confidence point of the Student’s t(n�m) distribution. Confidence

intervals calculated in this manner are known as ‘‘individual parameter confi-

dence intervals’’.

Suppose that a prediction s is calculated by the calibrated model using the

equation:

s ¼ gðp Þ ð13aÞ
We use the function g rather than f here to signify that the model is now run

under a set of inputs corresponding to predictive rather than calibration condi-

tions. We introduce the symbol z to represent the vector of sensitivities of the

single model output comprising the prediction to model parameters encapsu-

lated in the vector p, and to the vector of estimated parameters p if the model
is linear. Under these circumstances operation of the model in predictive mode

can be represented by the matrix equation:

s � s0 ¼ ztðp � p0Þ ð13bÞ
Using simple matrix relationships for propagation of covariance, the vari-

ance of s, denoted as ss
2, is easily calculated as:

s2
s ¼ ztCðp Þz¼ s2

r ztðXtWXÞ�1
z ð14Þ

The individual confidence interval for s (denoting the level of confidence

that the true prediction s lies within the stated range) is then calculated as:

Prob
�

s � ta=2ðn�mÞss � s� s þ ta=2ðn�mÞss

�
¼ 1� a ð15Þ

Simultaneous (or Scheffé) confidence intervals can also be calculated for

model parameters and predictions. A simultaneous parameter confidence re-

gion is an m-dimensional region in parameter space, bounded by a surface

of constant objective function value (which is an ellipsoid for a linear model)

within which, at a nominated level of confidence, all parameter values lie. The

projections of this surface onto different parameter axes define the Scheffé

confidence intervals for these parameters. The Scheffé 1�a confidence inter-

val for a prediction is defined as the interval between the maximum and min-

imum prediction that can be made by the model using parameters that lie

within the joint parameter confidence region pertaining to a nominated 1�a

probability level. Eqs. (12) and (15) then become (Seber and Wild, 1989):

Prob
n

p i �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
mFaðm;n�mÞ

p
si � pi � p i þ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
mFaðm;n�mÞ

p
si

o
¼ 1� a

ð16aÞ

and:

Prob
n

s �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
mFaðm;n�mÞ

p
ss � s� s þ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
mFaðm;n�mÞ

p
ss

o
¼ 1� a

ð16bÞ

2.2.4. Nonlinear parameter and predictive confidence intervals
For a nonlinear model, an approximately correct Scheffé parameter confi-

dence region can be defined implicitly by:

FðpÞ �Fðp Þ � ms2
r Faðm;n�mÞ ð17Þ

where F(p) is the objective function calculated for a parameter set p and Fðp Þ
is the objective function calculated for optimized parameter values (that is, pa-

rameters that minimize the objective function). The accuracy of this approxi-

mation increases as the number n of observations used in the inversion process

increases. It is apparent from Eq. (17) that, once again, the boundary of a si-

multaneous confidence region coincides with an objective function surface;

however, for a nonlinear model this surface is not ellipsoidal. For a particular

model prediction, a confidence interval can be calculated by minimizing/max-

imizing that prediction while constraining parameters to lie within this joint

confidence region. Using the method of Lagrange multipliers, Vecchia and

Cooley (1987) and Cooley (2004) show that confidence limits for a prediction

s whose sensitivity vector is z (which is now a function of p), can be obtained

by solving the following equation for p:

p� p0 ¼ ðXtWXÞ�1
n

XtWc� z

2l

o
ð18aÞ

where:

�
1

2l

�2

¼�FðpÞ � ctWcþ ctWXðXtWXÞ�1
XtWc

ztðXtWXÞ�1
z

ð18bÞ

and:

c¼ q� y0 ð18cÞ
As above, y0 is the model output vector corresponding to the set of param-

eters p0. This system of equations must be solved for both the plus and minus

sign in Eq. (18b) to define the extrema of the predictive confidence region.

For a nonlinear model, solution of Eqs. (18a)e(18c) is an iterative process;

however, for a linear model these equations are exact, and can be shown to
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produce the Scheffé predictive confidence interval described by Eq. (16b).

Scheffé nonlinear parameter confidence limits can also be obtained using

Eqs. (18a)e(18c); however, in this case the ‘‘prediction’’ is simply an individ-

ual parameter value, and z thus contains a single non-zero element of unity.

Christensen and Cooley (1999) and Cooley (2004) show that approximate

nonlinear individual confidence intervals or both parameters and predictions

can be obtained in the same manner as for Scheffé confidence intervals if

Eq. (17) is replaced by:

FðpÞ �Fðp Þ � s2
r t2

a=2ðn�mÞ ð19Þ
In all of the above equations, q and y should be replaced by their trans-

formed equivalents if such measures are taken to promote homoscedascity

and reduce serial correlation of measurement noise.

2.2.5. Prediction intervals
When predictions are to be compared with field measurements, uncertainty

intervals must account for the errors associated with field measurements. (In

this work, the prediction is the same type of quantity as those comprising

the calibration data set, the errors of which are estimated through the calibra-

tion process.) Where prediction intervals are thus defined to include the effects

of errors that accompany measurements of system state, Vecchia and Cooley

(1987) show that Eq. (17) becomes:

½FðpÞ �Fðp Þ�=s2
r þ 32=s2

3 � ðmþ 1Þ=ðn�mÞFaðmþ 1;n�mÞ ð20Þ

where sr
2 is calculated using Eq. (5) and s2

3 is the variance of the error term

corresponding to the prediction of interest (equal to s2
r if S is the identity ma-

trix and if the prediction pertains to the same type of system state as that which

was used for model calibration). Eq. (19), however, remains unchanged.

Vecchia and Cooley also present a methodology for incorporating model-

to-measurement misfit uncertainty into the constrained prediction maximiza-

tion/minimization process expressed by Eqs. (18a)e(18c). The reader is re-

ferred to their work for further details.

2.3. Bayesian approach

2.3.1. Calibration

As stated above, the Bayesian approach to model parameter refinement

based on historical measurements of system state seeks to determine the pos-

terior probability distribution of parameters, this being modified from the pre-

calibration, prior parameter probability distribution by the conditioning effect

of field data. While mean values pertaining to updated parameter probability

distributions can be considered to ‘‘calibrate’’ the model (see, for example,

Woodbury and Ulrych, 2000), the focus of Bayesian analysis is on the poste-

rior distribution, rather than on estimation of the ‘‘true’’ set of model param-

eters. In the present work, we employ the MCMC methodology for this

analysis.

2.3.2. Markov Chain Monte Carlo

The MCMC methodology is finding increasing use in environmental mod-

eling for quantification of uncertainty of parameters subject to the constraints

of a calibration process. Examples of its use include the works of Harmon and

Challenor (1997), Kuczera and Parent (1998), Campbell et al. (1999), Camp-

bell and Bates (2001), Makowski et al. (2002), Qian et al. (2003), Kanso et al.

(2003), Vrught et al. (2003a,b).

The MCMC method is based on Bayes’ Theorem, which states (using def-

initions for p and q given above):

pðpjqÞfLðqjpÞpðpÞ ð21Þ

where p() indicates ‘‘probability’’. The term on the left of Eq. (21) is the ‘‘pos-

terior probability’’ of the parameters p, that is, the probability of p when con-

strained by the calibration data set q (or its transformed equivalent). The last

term on the right of Eq. (21) is the prior probability of the parameter set p. The

first term on the right of Eq. (21) is the data likelihood function, that is, the

collective probability of the calibration data set q (or its transformed equiva-

lent) given the parameter vector p. Where measurement noise is Gaussian with

a covariance function given by C(3) of Eq. (3), this is given by:
LðqjpÞ ¼ e
� F

2s2
r�

2ps2
r

�n
2
ffiffiffiffiffiffiffi
jSj

p ð22Þ

where F is the objective function of Eq. (4). Note the importance of the as-

sumed error structure (as encapsulated in S of Eq. (3) in defining this term.

Transformed observations Q (on the basis of Eqs. (6a)e(7) replace unpro-

cessed observations q where the former are employed instead of the latter in

order to achieve measurement errors that are uncorrelated and Gaussian.

The MCMC process provides samples of parameter space generated ac-

cording to the posterior parameter distribution. When sufficient samples

have been taken, these samples can be processed to calculate statistical de-

scriptors of this distribution such as mean, median, standard deviation, etc.

An obvious advantage of the MCMC method is that no assumptions of model

linearity, or even of differentiability of model outputs with respect to param-

eter values, are required for its implementation; hence it is extremely robust.

However, this robustness comes at a cost, this being the high number of model

runs required for its implementation compared with the methods discussed

above. Nevertheless, MCMC methods are more efficient by far than other

Monte Carlo methods such as those based on importance sampling, and hence

are the preferred Monte Carlo methodologies for use in the model calibration

context.

A number of MCMC techniques have been developed for Bayesian sam-

pling of parameter space. In the environmental modeling context the most

widely used of these is the MetropoliseHastings algorithm (Metropolis

et al., 1953; Hastings, 1970). Using this algorithm, a series or ‘‘chain’’ of sam-

ples of parameter space is generated stochastically. New members are ‘‘pro-

posed’’, based on a transition probability density function that depends on

the value of the current member. Let q(p 0,p) represent the probability density

function describing a transition from the current parameter set p to a new pa-

rameter set p 0. A trial parameter set p 0 is selected from this distribution

through a (multivariate) random number generation process. The transition

probability value q(p 0,p) associated with this new parameter set is then calcu-

lated. So too is the ratio:

b¼ pðp0jqÞqðp0;pÞ
pðpjqÞqðp;p0Þ ð23Þ

where p(p 0jq) is calculated by multiplying Eq. (22) by the prior probability of

p 0, i.e. p(p 0) of Eq. (21); the same holds for p(pjq) in the denominator of Eq.

(23). The constant of proportionality implicit in Eq. (22) is not required as it

features in both the numerator and denominator of Eq. (23).

A proposed parameter set p 0 is accepted with probability a, where a is

given by:

a¼minf1;bg ð24Þ

This selection procedure is undertaken by generating a random number r

from a uniform distribution with a lower bound of zero and an upper bound

of one. If r exceeds a, the new proposal is rejected. Conversely, if r is less

than or equal to a, it is accepted. It can be seen that there is a natural tendency

for parameters with higher posterior probabilities than the current parameter

set to be accepted, and those with lower posterior probabilities to be rejected.

Ideally, proposal acceptance rates should be in the range 20e70%. If the ac-

ceptance rate is too large, it is possible that parameter proposals are not far-

reaching enough, and that certain parts of parameter space are improperly

sampled. If the acceptance rate is too small, then the efficiency of the

MCMC process is diminished.

It can be shown that the Metropolis-Hastings algorithm converges to

p(pjq) if the Markov chain is irreducible (i.e. all states can be sampled from

the current state) and aperiodic (i.e. the number of steps until the chain returns

to its current state is not a multiple of an integer greater than one); see Smith

and Roberts (1993) and Tierney (1994) for more details.

It is worthy of note that Vrught et al. (2003a) describe a powerful hybrid

algorithm for predictive uncertainty analysis which combines the strengths of

the Metropolis-Hastings sampling scheme with the global optimization capa-

bilities of the SCE method.
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2.4. Parameter estimation and uncertainty analysis software
used in present investigation

Nonlinear parameter estimation, as well as linear/nonlinear parameter and

predictive uncertainty analysis was undertaken using PEST (Doherty, 2005),

supported by utility software for manipulation and processing of large flow

data sets (Doherty, 2003a). Because PEST communicates with a model

through the latter’s own input/output files, it is easily interfaced with any

model. PEST’s use in the present investigation was supplemented by that of

its PD_MS2 driver, as discussed above, to better accommodate the existence

of local objective function minima.

Markov Chain Monte Carlo analysis was implemented using a package

named MICA (Doherty, 2003b). Like PEST, MICA communicates with

a model through the model’s own input and output files; thus it can be easily

used in conjunction with any model. MICA has a number of features that en-

sure robust behavior in contexts that are traditionally difficult for MCMC anal-

ysis. These include the following.

1. It can use a broad range of probability functions for the making of param-

eter proposals and for prior density and likelihood evaluations.

2. It has the ability to run multiple Markov chains simultaneously, using

comparison statistics between these chains as a basis for run termination

(see Gelman et al., 1995 for details).

3. It can adapt and update proposal probability density functions using sta-

tistics calculated from parameter samples taken to date (see Haario et al.,

2001), and adjust proposal probability density parameters to increase/de-

crease acceptance rates as appropriate.

4. It can undertake ‘‘block parameter updating’’ in which parameters are di-

vided into separate groups for the purpose of calculating transition prob-

abilities and accepting/rejecting proposals.

5. It possesses the ability to undertake parameter transformations of arbi-

trary complexity, and to use ‘‘super parameters’’ from which model pa-

rameters are derived as a means of combating the deleterious effects of

excessive parameter correlation on the MCMC process; for a further dis-

cussion of this type of functionality, see Campbell and Bates (2001).

PEST, MICA and all utility software employed in this study are in the pub-

lic domain. PEST and its utilities can be obtained from the following web site:

http://www.sspa.com/pest

MICA can be obtained from the authors on request.

3. Study area and model used in present investigation

3.1. Study area

The Contentnea Creek Basin, a Coastal Plain watershed, is
located in the Neuse River Basin in North Carolina, USA
(Fig. 1). Rainfall in the area averages 1270 mm (50 inches)
per year; the area of this predominantly rural watershed is
about 2600 km2. Rainfall runoff and streamflow within this ba-
sin were modeled as part of a wider study dedicated to predict-
ing alterations to water quality within the Contentnea Creek
Basin as a result of increasing urbanization, changing farming
practices and climatic change (Johnston, 2001). The data set
used for model calibration was composed of daily streamflows
recorded at the USGS Hookerton gauging station. For more
details of the watershed, and of the watershed model used to
simulate hydrologic processes within it, see Doherty and John-
ston (2003).

In order to save computation time (and thus to allow the use
of MCMC for parameter and predictive uncertainty analysis),
a two-year period (1984e1985) was selected for calibration
(this comprising 731 daily flow samples), with a one-year
model warm up period implemented prior to that. After cali-
bration, the model was used to make a prediction of flow dur-
ing a period of high rainfall occurring in the following year
(for which streamflow records were also available). Fig. 2a
shows measured daily rainfall and streamflow over the three
years 1984e1986; the rain event for which peak flows were
predicted is indicated with an arrow.

3.2. Hydrologic modeling software and parameters

Simulation of hydrologic processes within the study area
was undertaken using version 12 of the Hydrologic Simulation
Program Fortran (HSPF); see Bicknell et al. (2001). Though
a lumped parameter model, HSPF is considered moderately
physically based. A single PERLND (pervious land area) and
a single RCHRES (reach reservoir unit) were used to simulate
hydrologic processes within the watershed. Only parameters
pertaining to the former were calibrated; these are listed in Ta-
ble 1. The third column of this table lists bounds on parameter
values imposed through the parameter estimation and predic-
tive analysis processes described below; these were taken
from USEPA (2000). Note that HSPF employs many parame-
ters in addition to those listed in Table 1; however, parameter
estimation was limited to this group based on the importance
of these parameters in streamflow calculation, and on the desire
for parameter parsimony during the present study.

Extreme nonlinearity in the relationship between parameter
values and model outputs was avoided by transforming the in-
terflow and groundwater recession parameters listed in Table 1;
parameter estimation and uncertainty analysis were undertaken
with respect to parameters IRCTRANS and AGWRCTRANS
rather than IRC and AGWRC. Relationships between the na-
tive and transformed HSPF parameters are as follows:

IRCTRANS¼ IRC=ð1� IRCÞ ð25aÞ

AGWRCTRANS¼ AGWRC=ð1�AGWRCÞ ð25bÞ
These transformed parameters approach infinity as the na-

tive parameters approach 1. This transformation was also em-
ployed by Doherty and Johnston (2003).

Fig. 1. Contentnea Creek watershed study area and surroundings.

http://www.sspa.com/pest
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3.3. Definition of objective function

Prior to undertaking parameter uncertainty analysis, a num-
ber of calibration runs were undertaken in order to find a Con-
tentnea Creek flow transformation that would yield greatest
homoscedascity of model-to-measurement residuals. Unfortu-
nately, finding such a transformation that can be uniformly ap-
plied to the entire flow sequence illustrated in Fig. 2a was
difficult because of the distinctly seasonal nature of stream-
flow in this watershed. Eventually l1 and l2 values of 0.0
and 0.75, respectively were selected for use in Eqs. (6a) and

Fig. 2. (a) Daily rainfall (vertical bars) and streamflow in Contentnea Creek

over the calibration period 1984e1985 and predictive simulation period

1985e1986. (b) Daily rainfall (vertical bars) and synthetic streamflow over

the calibration period 1984e1985 and predictive simulation period 1985e

1986.

Table 1

HSPF parameters, their purposes, and constraints imposed on them during the

calibration and uncertainty analysis processes described herein

Parameter name Parameter function Boundsa

LZSN Lower zone nominal storage 50e380 mm

UZSN Upper zone nominal storage 1.3e51.0 mm

INFILT Related to the infiltration capacity

of the soil

0.25e12.7 mm/h

BASETP The fraction of potential ET that

can be sought from baseflow

1.0E�5 to 0.2

INTFW Interflow inflow parameter 1.0e10

IRC Interflow recession parameter 0.001e0.85 d�1

AGWRC Groundwater recession parameter 0.001e0.999 d�1

a Taken from (USEPA, 2000).
(6b) (corresponding to logarithmic transformation of offset
flows as described by Eq. (6b), as these seemed to yield better
overall results than any other values of these parameters.

A considerable amount of effort was then devoted to the de-
termination of suitable ARMA coefficients, the aim of this
process, as stated above, being to reduce the degree of serial
correlation between flow residuals to the point where it could
be considered as zero or near-zero. Following the work of
Kuczera (1983) and Campbell and Bates (2001) an attempt
was made to estimate coefficients for ARMA models of vari-
ous orders as part of the PEST calibration process. These at-
tempts proved fruitless, as even the use of ARMA models of
high order did little to reduce the degree of serial correlation
present in the residuals, a problem exacerbated by the different
flow characteristics in different seasons. Hence, for the current
investigation, an ARMA model was not employed. (We have
noted that many literature reports, of which we are aware,
that record successful attempts to employ an ARMA model
to eliminate serial residual correlation pertain to watersheds
that are much smaller than that described herein, or employ
calibration data sets for which the recording interval is greater
than a day.)

3.4. Synthetic surrogate

At the same time as the methodologies discussed above
were applied to the Contentnea Creek data set, they were
also applied to a synthetic data set based on the Contentnea
Creek case. By constructing this synthetic case in such a man-
ner as to resemble the real-world case as much as possible, dif-
ficulties encountered in applying these methodologies to
a real-world data set that are not encountered when applying
them ‘‘in the laboratory’’, could be examined.

Synthetic flows were generated over an identical time pe-
riod to the observed flows discussed previously. Similarly,
two years worth of these model-generated flows were em-
ployed for calibration of the model; flow during the same rain-
fall event identified in the real-world data set was then used as
the prediction. Parameters employed by the model for genera-
tion of synthetic flows were those obtained through calibration
of the Contentnea Creek model; see the discussion below.
Gaussian noise of standard deviation 0.388 with zero temporal
correlation was added to flows transformed according to Eq.
(6b), with l1 equal to 0.0 and l2 equal to 0.75 as for the
real-world model; this corresponds to the standard deviation
of real-world noise as estimated through the real-world cali-
bration process. Synthetic flows are illustrated in Fig. 2b.

4. Parameter confidence limits

4.1. Structure of the objective function surface

The role of the PEST driver PD_MS2 in achieving global,
rather than local, optimization has already been discussed.
However, this package can also be useful in a role other
than that of efficient global optimization. Because PD_MS2,
in undertaking successive PEST runs, does its best to ensure
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that parameter trajectories during successive optimization pro-
cesses are as different as possible, it has the ability to find
many different local optima, should these optima exist. This
is achieved by having PD_MS2 run PEST many times in suc-
cession, with the PD_MS2 termination criteria deactivated. As
will be discussed later in this paper, the presence of local op-
tima can lead to bimodal parameter and prediction probability
distributions; hence the modeler should recognize their
existence.

Fig. 3 shows a set of graphs of parameter value vs. mini-
mized objective function value for 50 PEST runs undertaken
under the supervision of PD_MS2. Each PEST run required
between 80 and 300 model runs; the figure of 50 PEST runs
was chosen arbitrarily as a means of ensuring that all impor-
tant objective function minima were visited. Points in separate
graphs of Fig. 3 can be (vertically) linked by objective func-
tion value to obtain complete parameter sets corresponding
to discrete objective function minima. It is apparent that the
global minimum objective function value is 108.81 (this was
verified by re-computing the global objective function mini-
mum using SCE), but that a number of local minima exist
for which the objective function is not too much larger. (To
put these in perspective, typical objective function values at
the start of a PD_MS2-controlled PEST run, using arbitrary
initial parameter values, were three orders of magnitude higher
than those depicted in Fig. 3.) Some of these minima have pa-
rameter values that are close to those pertaining to the mini-
mized objective function; for others the objective function is
close, but parameter values are significantly different. Fig. 4
shows the objective function profile for a transect through pa-
rameter space linking some of these local minima. It is appar-
ent that in some cases, the local minima identified in Fig. 3 are
separated by prominent objective function ridges.

Fig. 5 shows local minima for the synthetic case, where the
objective function value at its global optimum is 109.37. It is
obvious that the objective function surface is not nearly as
complicated in this case as it is in the real-world case. The ex-
istence of one local minimum at an objective function value of
Fig. 3. Optimized parameter values for 50 PEST runs undertaken by PD_MS2 indicating locations of local objective function minima. Dashed lines denote

parameter bounds. The calibration data set comprised flows measured in Contentnea Creek.
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114.6 is apparent, but the objective function surface does not
appear to have the local ‘‘pits’’ that are apparent in Fig. 3.
For a more detailed discussion of figures such as Figs. 3e5,
and for a more detailed examination of the types of objective
function surfaces that can arise in watershed modeling, see
Skahill and Doherty (in press).

4.2. Estimated parameter values and analysis of model fit

Parameter values estimated from actual Contentnea Creek
flows corresponding to the global objective function minimum
of 108.81 are listed in the second column of Table 2. Note that
of the seven adjustable parameters, only IRCTRANS is at its
bound. However, it is apparent from an inspection of Fig. 3
that for local minima for which the objective function is
111.5, 112.7 and 119.0, LZSN is at its lower bound of
50 mm. This figure also shows that bounds for the INTFW
and AGWRC parameters are likewise encountered at various
local minima.

Parameter values estimated from the synthetic data set are
shown in the second column of Table 3. Their proximity to
‘‘real’’ parameter values (i.e. the values on the basis of which
the synthetic data set was generated) is pleasing to note. Also
noteworthy from an analysis of PEST-generated post-inversion
statistics is the fact that in both the synthetic and real-world
cases the inverse problem appears to be well-posed, with no
parameter showing an undue level of correlation with any
other parameter, nor an unduly low level of insensitivity
with respect to other parameters.

Fig. 6a compares observed flows in Contentnea Creek over
the 1984e1985 calibration period with modeled flows com-
puted using parameters corresponding to the global objective
function minimum. Fig. 7a shows standardized weighted re-
siduals (i.e. residuals multiplied by weights divided by the
square root of the reference variance as estimated through
the parameter estimation process) as a function of model-
calculated flow and time; recall that residuals are the
differences between modeled and measured flows after trans-
formation using Eq. (6b). Unfortunately, both heteroscedascity

Fig. 4. Objective function transect between the eight smallest local minima

(from lowest to highest) depicted in Fig. 3.
and serial correlation are apparent in these plots; also apparent
is the different character of these residuals during different
seasons, this difference being impossible to ‘‘transform out’’.
Corresponding plots for the synthetic model are provided
in Figs. 6b and 7b. The difference in temporal correlation of
residuals is marked.

4.3. Parameter confidence intervals

4.3.1. Linear confidence intervals
95% Parameter confidence intervals calculated using Eq.

(12) for the real and synthetic cases are recorded in column
3 of Tables 2 and 3 while linear Scheffé (i.e simultaneous) pa-
rameter confidence intervals are listed in column 4 of these ta-
bles. In both of these cases, confidence intervals are truncated
at parameter limits. It is apparent that simultaneous confidence
intervals are slightly larger than their individual counterparts,
as these intervals always are. It is also pleasing to note that in
the synthetic case all confidence intervals include true param-
eter values.

4.3.2. Nonlinear parameter confidence intervals
Upper and lower nonlinear individual and Scheffé 95% pa-

rameter confidence limits were calculated by PEST through it-
erative solution of Eqs. (18a)e(18c) for the maximum and
minimum value of each parameter; see the 5th and 6th col-
umns of Tables 2 and 3 for the real-world and synthetic cases,
respectively. Between 67 and 245 model runs were required to
implement each of the maximization/minimization processes
required by Eqs. (18a)e(18c) in computation of these nonlin-
ear intervals; starting parameter values in each case were the
optimized parameter values depicted in the second column
of the respective table. F(p) of Eqs. (18a)e(18c) (i.e. the ob-
jective function value defining the outer boundary of the joint
parameter confidence region) was set in accordance with Eqs.
(17) and (19). For the real-world case this corresponded to
values of 110.91 and 109.36 for the Scheffé and individual
confidence intervals, respectively. These objective function
values are greater than those corresponding to the first two
clumps of parameters defining separate minima in Fig. 3 (for
which parameter values are not too different from those per-
taining to the global objective function minimum), but below
that corresponding to the next two groups of local minima at
objective function values of 111.5 and 112.5 for which some
parameters (particularly LZSN) are significantly different
from optimized values. It is pleasing to note that the confi-
dence range for LZSN shown in the 5th column of Table 2
does not extend down to a value of 50 mm that characterizes
LZSN at these upper local optima.

4.3.3. Parameter confidence intervals using Markov Chain
Monte Carlo

Markov Chain Monte Carlo sampling of posterior parame-
ter distributions for both the real-world and synthetic cases
was undertaken using MICA, with seven chains run in parallel;
termination took place according to the OR criterion of Gel-
man et al. (1995), but not before a lower limit of 7500
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Fig. 5. Optimized parameter values for 50 PEST runs undertaken by PD_MS2 indicating locations of local objective function minima. Dashed lines denote

parameter bounds. The calibration data set comprised synthetic flows.
iterations was achieved. (This limit was set artificially high to
ensure adequate sampling of the extremities of the posterior
parameter distributions). For each chain, block updating was
employed, with the seven HSPF parameters belonging to one
block (for which a multinormal proposal density function
was employed), and the reference variance sr

2 belonging to
the other block (for which an inverse chi square proposal func-
tion was employed). Thus, each iteration required 14 model
runs. A uniform prior distribution was assumed for all HSPF
model parameters, with the limits of these distributions being
equal to respective parameter bounds (third column of Table
1). At intervals of 200 iterations MICA was instructed to re-
calculate the covariance matrix of its multinormal proposal
distribution based on the results of parameter sampling up to
that time; the initial covariance matrix used at the start of
the MICA run was equated to the linear parameter covariance
matrix calculated by PEST for optimized parameters. A ‘‘var-
iance multiplier’’ was employed in conjunction with the
parameter proposal density covariance matrix; using this
multiplier, all elements of the covariance matrix could be si-
multaneously increased or decreased in order to pursue an ac-
ceptance ratio in the range 10e30%. However, as a precaution
against employing an overly-restrictive search area for new pa-
rameters, a dual-order proposal methodology was also em-
ployed. This involved the proposal covariance matrix
multiplier being randomly and temporarily increased by a fac-
tor of 9 for the making of a single proposal; the probability of
employing this broader proposal distribution was set at 25%.

For the real-world case, starting values for each chain were
selected from objective function minima (pictured in Fig. 3)
situated below, and just slightly above, the objective function
corresponding to the boundary of the simultaneous parameter
95% confidence interval used by PEST’s predictive analyzer,
i.e. 110.91. For the synthetic case, all chains were started at
optimized parameter values. This strategy reduced the burn-
in period to a few hundred model runs for the real-world
case (see the very early part of the graph), and eliminated it
altogether for the synthetic case. (For random parameter



1010 M. Gallagher, J. Doherty / Environmental Modelling & Software 22 (2007) 1000e1020
Table 2

Optimized parameter values and 95% confidence intervals (CI) for the real-world case

Parameter name Value at global

F minimum

Linear individual CI Linear Scheffé CI Nonlinear individual CI Nonlinear Scheffé CI MCMC CI

LZSN 205.4 154.3e256.6 107.2e303.6 162.3e245.6 119.8e315.0 145.5e253.2

UZSN 41.7 32.3e51.0a 23.5e51.0a 37.1e45.4 31.2e51.0a 35.3e51.0a

INFILT 1.36 0.96e1.75 0.60e2.11 1.17e1.66 0.86e2.11 1.11e1.78

BASETP 0.144 5.2E�2 to 0.20a 1.0E�5a to 0.20 0.108e0.170 0.07e0.20a 0.01e0.20a

INTFW 4.12 2.08e6.17 1.0ae8.05 2.63e5.78 1.69e10.0a 2.66e7.35

IRCTRANS (IRC) 5.60a (0.850) 4.36e5.60a

(0.813e0.850)

3.22e5.60a

(0.763e0.850)

5.268e5.60a

(0.840e0.850)

4.09e5.60a

(0.803e0.848)

4.71e5.60a

(0.825e0.850)

AGWRCTRANS (AGWRC) 45.4 (0.979) 36.5e54.4

(0.973e0.982)

28.3e62.6

(0.966e0.984)

41.1e49.8

(0.976e0.980)

32.5e60.2

(0.970e0.984)

37.1e53.4

(0.974e0.981)

a Value at upper or lower bound.
starting values the burn-in period was of the order of 10 000
model runs). MICA-generated parameter samples for the
real-world analysis are depicted in Fig. 8.

Approximations to the 95% confidence intervals of poste-
rior parameter distributions calculated from MICA parameter
samples for the real-world and synthetic cases are listed in
the last columns of Tables 2 and 3, respectively. These were
computed by arranging samples for each parameter from low-
est to highest, and then calculating the parameter range with
the lower 2.5% and upper 2.5% of samples removed. (Before
doing this, however, samples corresponding to the burn-in pe-
riod were eliminated.) Confidence intervals calculated in this
way are individual confidence intervals rather than Scheffé
confidence intervals. Notwithstanding the different meaning
of MCMC confidence intervals from those forthcoming from
previous frequentist analyses (see the above explanation of
the difference), the MCMC parameter confidence intervals
are similar to the individual nonlinear confidence intervals
computed by PEST, especially for the synthetic case.

For the real-world data set, the median reference variance
s2

r (which in the present case corresponds to the variance of
transformed flow measurement noise) calculated from MICA
samples of the regression variance is 0.148; lower and upper
95% confidence limits are 0.134 and 0.165. This is to be com-
pared with the PEST-calculated reference variance of 0.153;
PEST does not calculate the uncertainty of this quantity. For
the synthetic cases, the PEST-calculated reference variance
is 0.151, while the MICA median and lower/upper 95% confi-
dence limits are 0.149, 0.136 and 0.166, respectively.

Fig. 9 shows parameter samples projected onto two two-
dimensional planes in parameter space for the real-world
case. Correlation between LZSN and INFILT is evident from
the first of these plots. The fact that the plots are near-elliptical
in shape suggests model behavior that is not grossly nonlinear,
at least in the region of best-fit parameter values; deviations
from ellipticity are nevertheless apparent.

Fig. 10 shows posterior probability distributions for LZSN
and INFILT calculated from the MICA sample set e once
again for the real-world case.

4.3.4. The effect of local minima
Fig. 3 demonstrates that local objective function minima

with values of 111.5 and 112.6 exist in parameter space
when calibration is undertaken against the real-world data set.

A numerical experiment was undertaken in which F(p) of
Eqs. (18a)e(18c) was set just above these local minima at
a value of 113.19. PEST was then asked to determine parameter
intervals using this objective function constraint. As for previ-
ous runs of this type, starting parameter values for solution of
this equation were those pertaining to the global objective func-
tion minimum. The results of this exercise appear in the 1st col-
umn of Table 4. Unfortunately, with this set of starting values,
PEST was not able to move from one objective function mini-
mum to another when maximizing/minimizing parameters
Table 3

Optimized parameter values and 95% confidence intervals (CI) for the synthetic case

Parameter name Value at global

F minimum

Linear individual CI Linear Scheffé CI Nonlinear individual CI Nonlinear Scheffé CI MCMC CI

LZSN 240.4 176.8e303.9 117.5e363.3 187.9e282.9 138.3e374.1 175.9e300.4

UZSN 40.0 31.1e49.0 22.5e51.0a 32.7e48.9 25.6e51.0a 31.8e51.0a

INFILT 1.42 0.90e1.95 0.60e2.44 1.16e1.82 0.88e2.40 1.13e1.94

BASETP 0.134 4.6E�02 to 0.20a 1.0E�5a to 0.20a 7.9E�02 to 0.20a 3.6E�02 to 0.20a 8.0E�02 to 0.20a

INTFW 3.54 1.73e5.35 1.00ae7.03 2.50e5.21 1.52e8.77 2.26e5.97

IRCTRANS (IRC) 5.48 (0.846) 4.12e5.60a

(0.805e0.850)

2.85e5.60a

(0.740e0.850)

4.51e5.60a

(0.818e0.850)

3.23e5.60a

(0.764e0.850)

4.25e5.60a

(0.809e0.850)

AGWRCTRANS (AGWRC) 42.86 (0.977) 34.36e51.35

(0.971e0.981)

26.44e59.27

(0.964e0.983)

37.33e49.08

(0.974e0.980)

30.77e60.69

(0.969e0.984)

35.12e51.11

(0.972e0.981)

a Value at upper or lower bound.
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Fig. 6. Modeled (dashed line) and observed (solid line) daily flows over the

1984e1985 calibration period. Part (a) pertains to flows observed in Content-

nea Creek while part (b) pertains to synthetic flows.
because the objective function ridge separating these minima is
higher than the objective function constraint F(p) on the pa-
rameter minimization/maximization process; see Fig. 4. A
number of PEST runs were then undertaken from different pa-
rameter starting values, randomly chosen in parameter space.
Maximum and minimum parameter values achieved through
this process are shown in column 2 of Table 4. It is apparent
that the parameter intervals (particularly for parameters
LZSN, AGWRCTRANS and INFILT) are now larger, and in-
clude values corresponding to the two pertinent minima de-
picted in Fig. 3. The success of this exercise indicates the
need to expand the capabilities of PD_MS2, to allow PEST
to not only find global objective function minima, but also
global parameter confidence limits in parameter estimation en-
vironments characterized by the existence of local minima.

MICA was asked to undertake a similar determination of
parameter intervals based on an expanded parameter search
area. In the hope of achieving comparable results the reference
variance for these runs was not sampled, but was fixed at
0.155; this value was back-calculated (using Eqs. (17) and
(5) from the F(p) value of 113.19 used for the PEST run.
Fig. 11 shows parameter samples produced by MICA. The dif-
ficulties that MICA encountered in undertaking this run, which
are apparent from Fig. 11, are due to the fact that the posterior
probability distributions for some parameters are now bimodal
(because of the objective function ridge which separates the
two groups of local minima e see Fig. 4).

As was discussed above, MICA was actually guided in its
sampling of parameter space in the vicinity of the higher local
minima through being supplied with PD_MS2 parameter sets
corresponding to these minima as the initial values for some of
Fig. 7. Standardized weighted residuals vs. model output (left) and time (right) over the calibration period. Part (a) pertains to flows observed in Contentnea Creek

while part (b) pertains to synthetic flows.



1012 M. Gallagher, J. Doherty / Environmental Modelling & Software 22 (2007) 1000e1020
Fig. 8. MICA-generated parameter sets for the real-world data set. Samples from the seven different chains are plotted in different colors. Note that the number of

runs represented by the horizontal axis pertains to all of these chains collectively.
its chains. An inspection of Fig. 11 reveals that it succeeded in
sampling two different parts of parameter space for about 7500
model runs (with six chains sampling one region and one
chain sampling the other region). Then it simply ‘‘lost’’ the
upper minima as the chain that was sampling this region com-
menced sampling the region surrounding the global objective
function minimum.

MICA’s malperformance can be explained by considering
the way in which sampling is generally undertaken by an
MCMC process. Proposals are made based on current param-
eter values. If the proposal density variance is too high, the ac-
ceptance rate will be very low. If the proposal density variance
is too low, the acceptance rate will be high, but large parts of
posterior parameter space may go unsampled. Where regions
in parameter space of moderate to high posterior probability
are separate and distinct, it is very difficult to use a single pro-
posal density function to govern sampling of both regions, for
the large low-probability area in between these regions will
probably result in low acceptance rates, and hence a very in-
efficient sample process. Progressive modification of proposal
densities in order to achieve optimal acceptance rates does not
work in this context, as a single multinormal proposal function
cannot sample efficiently from a bimodal parameter distribu-
tion of this type.
Fig. 9. MICA parameter samples plotted for selected parameter pairs.



1013M. Gallagher, J. Doherty / Environmental Modelling & Software 22 (2007) 1000e1020
Fig. 10. Posterior probability distributions calculated from MICA samples of LZSN (top) and INFILT (bottom).
In an attempt to improve the performance of MCMC sam-
pling, another MICA run was undertaken with different set-
tings to those used in previous runs. MICA’s block-updating
functionality was employed in order to allow parameters
LZSN and AGWRCTRANS to use a different proposal density
function from that used to update other model parameters.
Both this proposal function, and the proposal function used
to update the other parameters, were modified in the course
of the MICA run to conform to posterior samples taken up un-
til any point in the run, and also to maintain acceptance rates at
preferred levels. These two parameters (i.e. LZSN and
AGWRCTRANS) were selected for separate treatment be-
cause of the fact that differences between their values in the
regions around the two groups of local optima seemed to be
greater than those for other parameters. It was thus hoped
that the problems described above that make parameter pro-
posals difficult where there are multiple optima with signifi-
cantly different parameter values, could be somewhat
mitigated. Outcomes of this run are shown in Fig. 12. There
was a definite improvement in the performance of the
MCMC sampling process (as evinced by the fact that there
are no lost bands), though some instability is apparent in sam-
pling AGWRCTRANS (probably due to the fact that a large
AGWRCTRANS interval translates into a tiny AGWRC inter-
val at the upper end of its range, and hence AGWRCTRANS
becomes somewhat insensitive). It is important to note that of
the seven chains that were employed in this MICA run, no
chain jumped between groups of local optima, preferring in-
stead to continue sampling the region in the vicinity of the
group of optima in which it was initiated. Thus, probability
density functions constructed from runs like this cannot be ex-
pected to be precise. Probability density functions for param-
eters LZSN and INFILT are displayed in Fig. 13; these should

Table 4

Nonlinear parameter intervals for raised F(p)

Parameter name Nonlinear interval

for higher F(p)a
Nonlinear interval

for higher F(p)b

LZSN 79.7e380.0 50.0e380.0

UZSN 27.3e51.0 27.3e51.0

INFILT 0.70e2.60 0.41e2.60

BASETP 0.04e0.20 0.04e0.20

INTFW 1.30e10.0 1.22e10.0

IRCTRANS (IRC) 3.58e5.60

(0.782e0.850)

3.58e5.60

(0.782e0.850)

AGWRCTRANS (AGWRC) 28.53e69.91

(0.966e0.985)

28.53e323.1

(0.966e0.996)

a Starting parameter values used by PEST corresponded to global objective

function minimum.
b Intervals were calculated by undertaking 10 PEST predictive analysis runs

from 10 different, randomly chosen, starting values.
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Fig. 11. MICA parameter samples with the reference variance fixed at 0.155. Samples from the seven different chains are plotted in different colors.
be compared with the probability density functions for the
same parameters shown in Fig. 10 for which inclusion of the
upper objective function minima was not forced.

It is worth mentioning that, though details are not presented
herein, we repeated this numerical experiment with the
SCEM-UA package mentioned above; it encountered similar
difficulties to those discussed when forced to sample the vicin-
ity of multiple, distinct local minima.

5. Predictive confidence limits

5.1. Definition of the prediction

Analyses to date have focused on the computation of con-
fidence intervals for parameters. However, in most cases where
models are deployed in environmental management, parame-
ter confidence intervals are of secondary importance to the
confidence intervals of model predictions on which such man-
agement will be based. We now turn our attention to this issue.

As was discussed above, the model was calibrated using
daily streamflow data collected over the two-year period span-
ning the years 1984 and 1985. A moderate amount of rainfall
fell in August of the following year, resulting in a peak daily
flow in the real-world data set of 26.1 m3/s recorded on 20 Au-
gust 1986. In the days following this peak, flow subsided some-
what, and then rose rapidly again, with a greater flow peak of
48.7 m3/s occurring on 29 August. In the week prior to 20 Au-
gust, 77 mm of the total year’s rainfall of 852 mm was recorded.

The calibrated model was used to predict creek flow over
this period. This was achieved simply by continuing the
model’s run beyond its calibration period. The fit between
model-generated and observed flows in Contentnea Creek
was reasonably good up until the 20 August. However, on
that day, the calibrated model predicted a flow rate of
184.6 m3/s, this being vastly different from that actually ob-
served. Model predictions over subsequent days also did not
show good agreement with historical flows. But nowhere
was the fit worse than on 20 August. See Fig. 14a.

The misfit on 20 August could be due to many causes. One
possibility is that rainfall was more local in reality than was
simulated by the model. Another is that model storage param-
eters were not well estimated over a short calibration period in
which rainfall was comparatively high and that in this, the first
major rain period after an extended period of less intense
events, soil storages filled in reality that were simulated to
overtop. If this were the case, then it would be hoped that
the computed uncertainty in estimated storage parameters
would be such that the flow uncertainty margin calculated
for 20 August would include the flow, which was actually
observed.

For purposes of comparison, synthetic ‘‘observed’’ flows
and their model-generated counterparts are pictured in
Fig. 14b. The discrepancies between observed and simulated
flows are not nearly as great in this case.

5.2. Predictive confidence intervals

Tables 5 and 6 show the outcomes of uncertainty analyses
conducted on the real-world and synthetic calibration data
sets, respectively.
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Fig. 12. MICA parameter samples with reference variance fixed at 0.155 and separate block updating employed for LZSN and AGWRCTRANS.
Linear individual and Scheffé confidence intervals pertain-
ing to flow on 20 August 1986 were calculated using Eqs. (15)
and (16b). Note that two applications of a linearity assumption
are required in computation of this interval, viz. that the rela-
tionship between model parameters and model outputs is lin-
ear under calibration conditions, and that it is also linear
under predictive conditions (which can often be more extreme,
especially if predictions pertain to climatic extremes, as they
often do). As was discussed above, there are indications that
the former assumption is tolerable. However, the large Scheffé
predictive confidence interval shown in Tables 5 and 6 indi-
cates that the linearity assumption may not be applicable for
the current prediction, thus invalidating confidence intervals
based on this assumption.

Nonlinear individual and Scheffé 95% predictive confi-
dence intervals, calculated using Eqs. (18a)e(18c) are signif-
icantly narrower than their linear counterparts, providing
further evidence that the latter are invalidated by model
nonlinearity.

Predictive confidence intervals calculated on the basis of
previously documented MICA runs are shown in the 7th row
of Tables 5 and 6. These were calculated by undertaking a pre-
dictive model run based on each sample of the posterior pa-
rameter distribution generated by MICA, and then through
forming a cumulative frequency distribution function of the
prediction, identifying the 2.5% and 97.5% thresholds after or-
dering predicted flows. Fig. 15 shows predictive probability
and cumulative predictive probability distributions calculated
on the basis of these MICA samples. Notwithstanding their
different meanings, the good correspondence between
MCMC and nonlinear individual confidence intervals is pleas-
ing to note.

5.3. Prediction intervals

The difference between confidence and prediction intervals
is discussed in Section 2.2.5 above. Recall that the latter in-
cludes the effect of measurement (or model structural) noise,
whereas the former does not. Computed prediction intervals
are listed in Tables 5 and 6.

Prediction intervals were also computed on the basis of
MICA samples of posterior parameter distributions. This
was done by adding to each model-computed prediction
(which comprised flow on 20 August transformed as per Eq.
(6b) a random number sampled from a Gaussian distribution
with standard deviation equal to that of measurement noise,
then back-transforming to the native flow domain. Flows
were then ordered and 2.5% and 97.5% thresholds selected
as discussed above.

Taken together the results presented in Tables 5 and 6 are
both pleasing and disappointing. For the synthetic case it is
pleasing that the real prediction lies within all confidence in-
tervals calculated for this quantity. However, it is disappoint-
ing that this is not so for all but the (probably erroneously
wide) linear Scheffé interval for the real-world case. As will
be discussed below, this may be an outcome of improper char-
acterization of measurement noise.

Another pleasing aspect of the results presented in Tables 5
and 6 is that even for the synthetic case where the fit between
model-generated and observed flows is good, confidence



1016 M. Gallagher, J. Doherty / Environmental Modelling & Software 22 (2007) 1000e1020
Fig. 13. Posterior probability distributions calculated from MICA samples for LZSN and INFILT with the reference variance fixed at 0.155.
intervals associated with flows predicted for 20 August 1986
are nevertheless quite wide. This supports the suggestion
made above that the calibration data set provides insufficient
information for proper characterization of storage parameters,
which are critical to computation of flows on this day.

6. Discussion

In the process of carrying out the numerical experiments
documented above, some of the difficulties involved in esti-
mating the potential error pertaining to a particular model pre-
diction have become apparent. It thus seems clear that,
although a modeler may use phrases such as ‘‘95% confidence
interval’’, and indeed attempt to define the limits of this inter-
val using well-established theory and methodologies that work
well with synthetic data sets, such calculated limits are likely
to be only approximate when methodologies are applied in the
real-world. Nevertheless, it is essential in any model applica-
tion that predictive uncertainty be explored (even if only in
a qualitative manner) for, as is demonstrated above for our
real-world flow prediction, the uncertainty that surrounds
some model predictions can be very large.

Definition of an appropriate model-to-measurement error
structure is extremely important, for the relationship between
model misfit and parameter likelihood lies at the heart of any
method of parameter/predictive uncertainty analysis. From
limited information available in the literature, it appears that
there have been some successful attempts to achieve an error
model for flow that is both homoscedastic and serially uncor-
related by appropriate transformation and use of an ARMA or
other statistical model. However, anecdotal evidence suggests
that this is the exception rather than the rule. This alone makes
attempts to quantify predictive uncertainty very difficult.

Kuczera (1983) suggests that failure to account for correla-
tion of residuals in calculating a parameter or predictive con-
fidence interval may lead to underestimation of the width of
that interval. Perhaps this has been the case in the present in-
stance, for the uncertainty interval calculated for our real-
world model prediction does not include the actual flow.
Cooley (2004) shows that where complex, spatially varying
environmental properties are represented in lumped or aver-
aged form in a model, the level of lumping-induced ‘‘measure-
ment noise’’ can be considerable. Furthermore, it has
a complex correlation structure. One way in which this corre-
lation structure can be explored in the groundwater modeling
context, where lumping is often accomplished by zonal aver-
aging, is through undertaking pre-calibration paired model
runs based on stochastic realizations of hydraulic properties
and averaged representations of them as employed in a model.
This is not an option for watershed models where the lumping
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mechanism is far more complex than simple spatial averaging,
and where corresponding physically based models of the same
watershed are almost certainly not available. Work undertaken
by the authors (shortly to be submitted for publication) has
demonstrated that the temporal correlation structure of flow er-
rors induced by such lumping is unlikely to be removable by
adoption of an ARMA model. It follows then, that model

Fig. 14. Modeled (dashed line) and observed (solid line) daily flows over the

period January 1986eDecember 1986 inclusive. Part (a) pertains to flows ob-

served in Contentnea Creek while part (b) pertains to synthetic flows. Daily

rainfall is also shown (vertical bars).

Table 5

95% Confidence intervals (CI) and prediction intervals (PI) for simulated peak

daily flow on 20 August 1986 for real-world case

Calculation method Lower Upper

Predicted value 184.6

Observed value 26.1

Linear individual CI 99.1 343.9

Linear Scheffé CI 56.0 608.1

Nonlinear individual CI 153.6 271.5

Nonlinear Scheffé CI 136.1 370.8

MCMC CI 151.3 281.2

Linear individual PI 69.0 493.8

Linear Scheffé PI 28.0 1216.8

Nonlinear individual PI 92.8 463.7

Nonlinear Scheffé PI 39.9 880.1

MCMC PI 80.1 442.2

Units are m3/s.
predictive uncertainty analysis for watershed models may al-
ways be hampered by lack of knowledge of the true measure-
ment error structure, and thus may always be only
approximate in nature.

A close inspection of Fig. 6a reveals that, even during the
calibration period, the model’s performance at predicting
peak flows is not outstanding. It is highly likely that its perfor-
mance at simulating high flows could have been significantly
improved if the flow weighting strategy employed in the cali-
bration period were such as to give these flows more impor-
tance in the overall objective function. A related strategy,
involving construction of a multi-component objective func-
tion, was adopted by Doherty and Johnston (2003) in optimiz-
ing the model’s performance for low-flow predictions. In
contrast, the flow transformation embodied in Eq. (6b) (with
l1 set to 0.0 and l2 set to 0.75) was chosen specifically for
the purpose of achieving homoscedascity of model-to-mea-
surement residuals, thus effectively giving each streamflow
measurement equal weight, in a relative sense, in determining
model parameters. It appears that giving low flows such high
weights in this manner placed conflicting requirements on es-
timated parameters; furthermore, the influence of low flows
may have dominated the parameter estimation process due
to their greater number. It is possible then that pursuit of ho-
moscedascity must be abandoned in favor of a more ‘‘fo-
cused’’ weighting strategy, in which model parameters are
‘‘tuned’’ to the type of prediction that the model is required
to make. If this is the case, then definition of an appropriate
error structure to compliment a more focused weighting strat-
egy will be required before the uncertainty associated with
model predictions made on this basis can be undertaken.

No matter what weighting strategy is selected, problems as-
sociated with local objective function minima are unlikely to
go away. As we have seen, this makes the tasks of parameter
and predictive uncertainty estimation very difficult indeed.
Even a qualitative assessment of uncertainty must take account
of the structure of the objective function surface in parameter
space. Hence pictures such as those provided in Figs. 3e5
which do much to elucidate the complex structure of the

Table 6

95% Confidence intervals (CI) and predictive intervals (PI) for simulated peak

daily flow on 20 August 1986 for synthetic case

Calculation method Minimum Maximum

Predicted value 218.9

Observed value 208.2

Linear individual CI 119.0 402.6

Linear Scheffé CI 68.1 703.6

Nonlinear individual CI 168.0 321.7

Nonlinear Scheffé CI 135.2 433.0

MCMC CI 154.4 319.9

Linear individual PI 82.5 581.1

Linear Scheffé PI 33.7 1421.7

Nonlinear individual PI 123.5 443.1

Nonlinear Scheffé PI 44.9 1107.0

MCMC PI 90.6 485.7

Units are m3/s.
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Fig. 15. Probability and cumulative probability distribution of predicted flow on 20 August 1986 based on MICA samples.
objective function surface for the particular model and calibra-
tion data set, can be very useful tools at any level of model as-
sessment. In theory, run-intensive methods such as MCMC can
also provide valuable information on the existence or other-
wise of bimodal parameter distributions that are an outcome
of the presence of local objective function minima. However,
the computational cost of implementing MCMC analysis is
heavy and, as we have seen, its performance is often degraded
in such difficult objective function terrain.

Notwithstanding the problems associated with parameter
and predictive uncertainty assessment, the results presented
above allow us to make some comparisons between the differ-
ent methods of parameter and predictive uncertainty analysis
that were examined in this work. In the present instance, lin-
ear-based parameter uncertainty analysis worked well, though
it must be said that its performance can be expected to deteri-
orate rapidly where greater numbers of parameters require es-
timation through the calibration process, unless the null space
contributor to potential predictive error described by Moore
and Doherty (2005) is included in the analysis. Nevertheless,
information provided through the parameter covariance ma-
trix, produced as an outcome of using the GML method (as
implemented in software such as PEST) to calibrate a model,
can be very useful for assessing the uncertainty of estimated
parameters even if it is just in a relative sense, and for assess-
ing the degree of correlation between them. Hence there can
be little doubt that linear analysis of parameter uncertainty
will always have a place in the calibration process. When ex-
tended to the analysis of predictive uncertainty, however, the
role of linear-based analysis will always be limited, especially
when a model is used to predict the response of an environ-
mental system to climatic extremes, where nonlinear behavior
is often at its worst.

In spite of their inherent robustness, and the fact that their
implementation relies on few assumptions, the application of
MCMC methods to the determination of parameter and predic-
tive uncertainty is also not without its problems, some of
which have been documented in this study. Such methods
are extremely powerful, to be sure, but become untenable
where a model takes more than a few seconds to run, purely
because of the number of runs required for an MCMC-based
analysis to be carried out. Furthermore, in common with all
Monte Carlo methods, their ability to sample the extremes
of parameter space, or those parts of parameter space that
are most pertinent to a particular model prediction, is limited
by the fact that they must sample all other parts of parameter
space at the same time. As a result of this, the estimation of
high and low confidence limits can be seriously flawed unless
an extremely high number of model runs is carried out. Fur-
thermore, their application often requires ‘‘tuning’’ of the sam-
pling algorithm to a particular parameter estimation problem,
this requiring further pre-analysis MCMC runs to be carried
out in order for the modeler to learn something about the cal-
ibration and predictive analysis problem to which the method
is being applied; this takes place at the cost of even more
model runs.

It has been demonstrated that by combining the use of
GML parameter estimation methods (as implemented by
PD_MS2 and PEST), with MCMC methods (as implemented
in MICA), great gains in efficiency of the MCMC process
can be realized. This occurs as a result of the fact that the
MCMC burn-in period can be virtually eliminated, and from
the fact that MCMC chains can be initiated at the locations
of local optima, thus ensuring that these optima are not
‘‘missed’’ in the MCMC sampling process.

Nonlinear parameter/predictive uncertainty analysis using
the method of Vecchia and Cooley (1987), and implemented
in PEST, is vastly more efficient than MCMC in terms of its
run requirements; furthermore, notwithstanding numerical dif-
ficulties that can occur in the presence of local optima (which
hopefully can be overcome through expansion of the global
search methodology already implemented in PD_MS2), it ap-
pears to be quite robust. It does not provide as much informa-
tion on the structure of a parameter or predictive probability
distribution as does the MCMC method, though this disadvan-
tage can be partly offset through the use of PD_MS2 to under-
take analyses of the type that lead to pictures such as those
shown in Figs. 3 and 5. Also, as for any method of
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parameter/predictive uncertainty analysis, quantification of un-
certainty intervals can be hampered by lack of ability to define
a proper model error structure. Nevertheless, it appears to be
a method from which important indications of parameter and
predictive uncertainty can be gained at comparatively small
computational cost, with no requirement for a model to be lin-
ear. As such, its usage should be a routine part of model de-
ployment in many modeling contexts.

7. Conclusions

In this study, we have compared a number of different
methods of parameter and predictive uncertainty analysis.
Software used for the making of these comparisons is avail-
able to modelers at no cost; hence, if they wish, other modelers
can undertake similar studies in other modeling contexts with
ease. This is important work for, as the present study has dem-
onstrated, models can have serious limitations as predictors of
future environmental behavior. Fortunately, through the use of
software and methodologies such as those discussed herein, it
is possible to at least partially quantify the extent to which an
important model prediction may be in error. However, as has
also been demonstrated, quantification of model predictive un-
certainty is also fraught with problems, many of which are still
waiting to be overcome.

It has been shown that valuable qualitative information on
parameter uncertainty is available in the form of linear-based
statistics, produced at very small numerical cost, as an out-
come of the application of the GausseMarquardteLevenberg
method to the problem of model calibration. However, the use
of such linear methods in quantifying the uncertainty of model
predictions is questionable in all but a few contexts of model
deployment. MCMC methods are far more robust, and require
no linearity assumptions to be made for their application; fur-
thermore, they also provide the modeler with qualitative infor-
mation to better understand the nature of the calibration and/or
predictive analysis problem being faced. Such qualitative in-
formation can be as important as a quantitative assessment
of parameter/predictive uncertainty. However, the benefits of
MCMC analysis come at a cost e for the computational bur-
den required for its implementation is heavy. Furthermore, its
performance can be hampered where the shape of the objective
function surface in parameter space is complex.

Nonlinear predictive analysis through calibration-con-
strained maximization/minimization of a key prediction is an-
other powerful means of exploring predictive uncertainty. It
has the advantage that its computational burden is relatively
light. However, like all gradient-based methods, it requires
the existence of a differentiable relationship between model
parameters and model outputs, something that will not always
occur (due, for example, to the use of thresholds in some
models, and/or difficulties in the convergence of numerical so-
lution schemes used by other models). Nevertheless, where
differentiability conditions are met, its behavior is quite ro-
bust, and it thus provides a rapid means of assessing predictive
uncertainty. When combined with methodologies such as that
encapsulated in PD_MS2 for finding the locations of multiple
objective function minima in parameter space, it provides
a powerful means of achieving both quantitative and qualita-
tive predictive uncertainty analysis.

Acknowledgements

We wish to acknowledge the financial assistance provided
by US EPA for the development of MICA. Thanks are also
due to Mike Cyterski and John Johnston from the Athens of-
fice of US EPA who provided inspiration and data sets.

References

Beck, B., 1987. Water quality modeling: a review of the analysis of uncer-

tainty. Water Resour. Res. 23 (8), 1393e1442.

Beven, K., 1993. Prophecy, reality and uncertainty in distributed hydrological

modeling. Adv. Water Resour. 16, 14e51.

Bicknell, B.R., Imhoff, J.C., Kittle, J.L., Jobes, T.H., Donigian, A.S., 2001.

HSPF User’s Manual. Aqua Terra Consultants, Mountain View, California.

Box, G.E.P., Cox, D.R., 1964. An analysis of transformations. J. R. Stat. Soc.

Ser. B 26, 211e243.

Box, G.E.P., Jenkins, G.M., 1976. Time Series Analysis: Forecasting and Con-

trol. Holden-Day, San Francisco.

Campbell, E.P., Fox, D.R., Bates, B.C., 1999. A Bayesian approach to param-

eter estimation and pooling in nonlinear flood event models. Water Resour.

Res. 35 (1), 211e220.

Campbell, E.P., Bates, B.C., 2001. Regionalization of rainfallerunoff model

parameters using Markov Chain Monte Carlo samples. Water Resour.

Res. 37 (3), 731e739.

Christensen, S., Cooley, R.L., 1999. Evaluation of prediction intervals for ex-

pressing uncertainties in groundwater flow predictions. Water Resour. Res.

35 (9), 2627e2639.

Cooley, R.L., 2004. A Theory for Modeling Ground-Water Flow in Heteroge-

neous Media. USGS Professional Paper 1679. U.S. Department of the In-

terior. U.S. Geological Survey.

Doherty, J., 2003a. Manual for the PEST Surface Water Modelling Utilities.

Watermark Numerical Computing, Australia. Available from: <http://

www.sspa.com/pest>.

Doherty, J., 2003b. MICA: Model-Independent Markov Chain Monte Carlo

Analysis. Watermark Numerical Computing, Brisbane, Australia.

Doherty, J., 2005. PEST: Software for Model-Independent Parameter Estima-

tion. Watermark Numerical Computing, Australia. Available from: <http://

www.sspa.com/pest>.

Doherty, J., Johnston, J.M., 2003. Methodologies for calibration and predic-

tive analysis of a watershed model. J. Am. Water Resour. Assoc. 39 (2),

251e265.

Draper, N.R., Smith, M., 1998. Applied Regression Analysis. John Wiley and

Sons, Inc..

Duan, Q.S., Sorooshian, S., Gupta, V.K., 1992. Effective and efficient global

optimization for conceptual rainfall runoff models. Water Resour. Res.

28 (4), 1015e1031.

Gelman, A., Carlin, J.B., Stren, H.S., Rubin, D.B., 1995. Bayesian Data Anal-

ysis. Chapman and Hall, London.

Haario, H., Saksman, E., Tamminen, J., 2001. An adaptive Metropolis algo-

rithm. Bernoulli 7 (2), 223e242.

Harmon, R., Challenor, P., 1997. A Markov chain Monte Carlo method for es-

timation and assimilation into models. Ecol. Model. 101, 41e59.

Hastings, W.K., 1970. Monte Carlo sampling methods using Markov chains

and their applications. Biometrika 57, 97e109.

Hill, M.C., 1998. Methods and Guidelines for Effective Model Calibration.

U.S. Geological Survey Water-Resources Investigations Report 98e4005.

Jakeman, A.J., Hornberger, G.M., 1993. How much complexity is warranted in

a rainfallerunoff model? Water Resour. Res. 29 (8), 2637e2649.

http://www.sspa.com/pest
http://www.sspa.com/pest
http://www.sspa.com/pest
http://www.sspa.com/pest
http://www.sspa.com/pest
http://www.sspa.com/pest


1020 M. Gallagher, J. Doherty / Environmental Modelling & Software 22 (2007) 1000e1020
Jakeman, A.J., Letcher, R.A., Norton, J.P., 2006. Ten iterative steps in devel-

opment and evaluation of environmental models. Environ. Modell. Softw.

21, 602e614.

Johnston, J.M., 2001. A Scientific and Technological Framework for Evaluat-

ing Risk in Ecological Risk Assessments. In: Linders, J.B.H.J. (Ed.), Mod-

eling of Environmental Chemical Exposure and Risk. Kluwer Academic

Publishers, Dordrecht, Netherlands, pp. 133e150.

Kanso, A., Gromaire, M.C., Gaume, E., Tassin, B., Ghebbo, G., 2003. Bayes-

ian approach for the calibration of models: application to an urban storm-

water pollution model. Water Sci. Technol. 47 (4), 77e84.

Kavetski, D., Kuczera, G., Franks, S.W., 2006. Calibration of conceptual hy-

drological models revisited: 1. Overcoming numerical artifacts. J. Hydrol.

320, 173e186.

Koch, K.R., 1987. Parameter Estimation and Hypothesis Testing in Linear

Models. Springer-Verlag, Berlin.

Kuczera, G., 1983. Improved parameter inference in catchment models. 1.

Evaluating parameter uncertainty. Water Resour. Res. 19 (5), 1151e1172.

Kuczera, G., Parent, E., 1998. Monte Carlo assessment of parameter uncer-

tainty in conceptual catchment models: the Metropolis algorithm.

J. Hydrol. 211, 69e85.

Kuczera, G., 1999. Manual for NLFIT. Department of Civil, Surveying and

Environmental Engineering, University of Newcastle.

Madsen, H., Wilson, G., Ammentorp, H.C., 2002. Comparison of different au-

tomated strategies for calibration of rainfallerunoff models. J. Hydrol.

261, 48e59.

Makowski, D., Wallach, D., Tremblay, M., 2002. Using a Bayesian approach

to parameter estimation; comparison of the GLUE and MCMC methods.

Agronomie 22, 191e203.

Metropolis, N., Rosenbluth, A.W., Rosenbluth, M.N., Teller, A.H., Teller, E.,

1953. Equations of state calculations by fast computing machines.

J. Chem. Phys. 21, 1087e1091.

Moore, C., Doherty, J., 2005. The role of the calibration process in reducing

model predictive error. Water Resour. Res. 41, W05020, doi:10.1029/

2004WR003501.

Moore, C., Doherty, J., 2006. The cost of uniqueness in groundwater model

calibration. Adv. Water Resour. 29 (4), 605e623.
Pappenberger, F., Beven, K.J., 2006. Ignorance is bliss: or seven reasons not to

use uncertainty analysis. Water Resour. Res. 42 (5), WO5302, doi:10.1029/

2005WR004820.

Poeter, E.P., Hill, M.C., Banta, E.R., Mehl, S., Christensen, S., 2005.

UCODE_2005 and Six Other Computer Codes for Universal Sensitivity

Analysis, Calibration, and Uncertainty Evaluation. Available from:

<http://www.mines.edu/igwmc/freeware/ucode/>.

Qian, S.S., Stow, C.A., Borsuk, M.E., 2003. On Monte Carlo methods for

Bayesian inference. Ecol. Model. 159, 269e277.

Seber, G.A.F., Wild, C.J., 1989. Non Linear Regression. Wiley, New York, 768 pp.

Skahill, B.E., Doherty, J. Efficient accommodation of local minima in watershed

model calibration. J. Hydrol., in press. doi:10.1016/j.jhydrol.2006.02.005.

Smith, A.F.M., Roberts, G.O., 1993. Bayesian computation via the Gibbs sam-

pler and related Markov chain Monte Carlo methods. J. R. Stat. Soc. Ser. B

55, 3e24.

Thyer, M., Kuczera, G., Bates, B., 1999. Probabilistic optimization for con-

ceptual rainfallerunoff models: a comparison of the shuffled complex evo-

lution and simulated annealing algorithms. Water Resour. Res. 35 (3),

767e773.

Tierney, L., 1994. Markov chains for exploring posterior distributions (with

discussion). Ann. Stat. 22, 1701e1762.

USEPA, 2000. BASINS Technical Note 6: Estimating Hydrology and Hydrau-

lic Parameters for HSPF. EPA-823-R-00e012.

Vecchia, A.V., Cooley, R.L., 1987. Simultaneous confidence and prediction in-

tervals for nonlinear regression models with application to a groundwater

flow model. Water Resour. Res. 23 (7), 1237e1250.

Vrught, J.A., Gupta, H.V., Bouten, W., Soorooshian, S., 2003a. A shuffled

complex evolution metrolopolis algorithm for optimization and uncertainty

assessment of hydrologic model parameters. Water Resour. Res. 39 (8),

1201e1215.

Vrught, J.A., Gupta, H.V., Bastidas, L.A., Bouten, W., Sorooshian, S., 2003b.

Effective and efficient algorithm for multiobjective optimization of hydro-

logic models. Water Resour. Res. 38 (8), 1214e1233.

Woodbury, A.D., Ulrych, T.J., 2000. A full-Bayesian approach to the ground-

water inverse problem for steady-state flow. Water Resour. Res. 36 (8),

2081e2093.

http://www.mines.edu/igwmc/freeware/ucode/
http://dx.doi.org/doi:10.1016/j.jhydrol.2006.02.005

	Parameter estimation and uncertainty analysis for a watershed model
	Introduction
	Methodologies used for calibration and predictive uncertainty analysis
	General
	Frequentist approach
	Model calibration
	Error structure
	Linear parameter and predictive confidence intervals
	Nonlinear parameter and predictive confidence intervals
	Prediction intervals

	Bayesian approach
	Calibration
	Markov Chain Monte Carlo

	Parameter estimation and uncertainty analysis software used in present investigation

	Study area and model used in present investigation
	Study area
	Hydrologic modeling software and parameters
	Definition of objective function
	Synthetic surrogate

	Parameter confidence limits
	Structure of the objective function surface
	Estimated parameter values and analysis of model fit
	Parameter confidence intervals
	Linear confidence intervals
	Nonlinear parameter confidence intervals
	Parameter confidence intervals using Markov Chain Monte Carlo
	The effect of local minima


	Predictive confidence limits
	Definition of the prediction
	Predictive confidence intervals
	Prediction intervals

	Discussion
	Conclusions
	Acknowledgements
	References


